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Örsýnaraðsöfn (e. microarray) eru mikið notuð í erfðarannsóknum. Þá eru þúsundir stuttra DNA-raða (þreifara, e. probe) settar á smásjárgler og erfðaefnissýnið sem ætlunin er að skoða endurblendað yfir safnið. Verkefnið sem hér er lýst snýr að hönnun á 70-basapara DNA-þreifurum úr flóknu safni erfðamengisraða úr erfðamengi mannsins. Það safn var unnið með því að líkja eftir raunverulegu PCR-hvarfi við mögnun á hjáröðum Alu-raða. Nauðsynlegt er að þreifararnir uppfylli ákveðin skilyrði. Þeir mega ekki innihalda langar raðir af sömu kirnum né of hátt eða of lágt hlutfall af GC-kirnum. Mikilvægast er þó að sjá til þess að þeir innihaldi ekki raðir sem koma oft fyrir í erfðamenginu. Til þess að tryggja þetta skilyrði var framkvæmd nákvæm leit að öllum 21-basapars fákirnum úr röðum sem komu til greina sem þreifarar. Einnig var framkvæmd nálgunarleit að völdum 32-basapara fákirnum. Þar sem slík keyrsla er frek á vélarafl var hún framkvæmd með dreifðri vinnslu á 22 tölvum. Verkefnið var unnið fyrir líftæknifyrirtækið Lífeind og fjármagnað af því.
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Abstract

Since the sequencing of the human genome was completed in the year 2000, researchers have scrambled to make good use of the data. Some of the most important applications are in preparing and simulating expensive laboratory procedures in silico. The project at hand is concerned with efficient processing of data in preparation for two steps of a large experimental procedure.

a) To find likely binding sites in the human genome for primers intended for use in a Polymerase Chain Reaction (PCR) procedure.

b) To develop suitable probes for a microarray chip from a large set of unique nucleotide sequences from the human genome.

In both cases the factor distinguishing the project from most previous work in the field is the use of general approximate string search. Although this method is more expensive, in terms of computing resources, than some other approaches it offers a more precise tool to the geneticist.

The specific context of the project is formed by BioCule’s efforts to develop a microarray chip for use in the genomic analysis of individuals. Their methodology involves the use of Alu sequences, which are found in a large number of copies in the human genome. By isolating a large number of Alu flanking sequences a representative part of the whole genome can be attained. The presence of absence of these sequences in a particular genome can then be quickly ascertained with microarray technology.

A web server providing precise search capabilities in the human genome has been made publicly available and a microarray chip produced using the results of this project is currently in the laboratory.
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Introduction

Since the sequencing of the human genome was completed in the year 2000, researchers have scrambled to make good use of the extensive information available. Effective management and processing of large quantities of data is now one of the greatest ‘

challenges facing geneticists. 

Some of the most important applications are in preparing and simulating expensive laboratory procedures in silico. While the models used in the simulations are often imperfect the low price of computational resources makes such simulations a feasible option in many cases, especially when the results can be quickly obtained. 

The project at hand is concerned with efficient processing of data in preparation for two steps of a large experimental procedure. The ultimate goal is the creation of a microarray chip for use in genetic comparison of human individuals. The two steps examined in this project are as follows.

a) To find likely binding sites in the human genome for primers intended for use in a Polymerase Chain Reaction (PCR) procedure. The design and use of a generic tool for this purpose, CATTAGAT, is described in Chapter 2. A web server providing approximate search capabilities in the human genome has been made publicly available

b) To develop suitable probes for a microarray chip from a large set of unique nucleotide sequences from the human genome. This is described in detail in Chapter 3. A microarray chip produced using the results of this project is currently in the laboratory

In both cases the factor distinguishing the project from most previous work in the field is the use of general approximate string search. Although this method is more expensive, in terms of computing resources, than some other approaches it offers a more precise tool to the geneticist. In many contexts this is worth the wait.

The specific context of the project is formed by the efforts of BioCule to develop a microarray chip for use in the genomic analysis of individuals. Their methodology involves the use of Alu sequences, which are found in a large number of copies in the human genome. By isolating Alu flanking sequences a representative part of the whole genome can be attained. The presence of absence of these sequences in a particular genome can then be quickly ascertained with microarray technology.

Since the text is intended for computer scientists with no special knowledge of genetics Chapter 1 contains an introduction to the relevant genetic principles.  

1. Biomolecular background

The aim of this chapter is to provide the reader with the minimum knowledge of molecular genetics needed to understand the scope, purpose and results of the project at hand. This is not a general introduction to the subject and even concepts which are fundamental in genetics are treated only briefly or not at all where they are not essential to the project. The material is largely based on two standard textbooks [1,2] which are not explicitly cited throughout this chapter. The material on Alu sequences draws heavily on an overview article by Batzer [3]. 

1.1 The origin of genetics

Genetics, the scientific study of inherited traits, is a relatively recent discipline. Its origins are usually dated back to 1866 when the Austrian monk Gregor Johann Mendel published his observations on peas and demonstrated that some of their attributes are inherited in a systematic way. But it wasn’t until the turn of the century that his work got the attention it deserved. In the year 1900 Mendel’s results were independently confirmed by three different scientists and the discipline of genetics truly came into its own.

Mendel’s Laws formed a solid scientific basis for further research. Each individual inherits certain genes from his parents which control his or her attributes in a systematic way. Each parent provides its offspring with one copy of each gene in the genome of the species. If the genes received from the parents are different only the dominant gene is expressed. 

	Mendel’s laws

	1. Segregation

Alternative traits that come together in the offspring separate again when the offspring produce gametes (sperm or egg cells).
	2. Dominance

Hybrids between two alternative forms of a trait resemble exactly one of the parental types.
	3. Independent assortment

Differences for one trait are inherited independently of differences for another trait.


Table 1 - Mendel's laws
After the genes had been established as a theoretical construct the next step was to locate their physical presence within living tissue. The chromosomes quickly became a suspect since they are found in two copies within the nucleus of each normal cell. It seemed that one copy came from each parent, just as in the case of the theorized genes. It was immediately clear, however, that there could not be a one-to-one correspondence between chromosomes and genes. There are only 46 chromosomes in a human cell but the genes must be much more numerous to account for the complexity of human beings. It was postulated that each chromosome contained many genes.

But the internal structure of the chromosomes had yet to be uncovered. Their main components were known to be proteins and a certain acid. Initially researchers assumed that the proteins were the genetic material but eventually it became clear that the acid, deoxyribonucleic acid (DNA), was in fact responsible. In 1953 James D. Watson and Francis Crick published a landmark paper [4] describing the internal structure of DNA.

1.2 The structure of DNA

Deoxyribonucleic acid consists of long, thin macromolecules. Two linear backbones of alternating sugar and phosphate residues are twisted in a double helix structure. Attached to one of the carbon atoms of each sugar residue is a nitrogenous base. Four types of nitrogenous bases are found in DNA. Along with the sugar and phosphate compounds attached to them they are called nucleotides.

	Nucleotides in DNA

	Nucleotide
	Abbreviation
	Two-bit code
	Complement

	Adenine
	A
	00
	T

	Cytosine
	C
	01
	G

	Guanine
	G
	10
	C

	Thymine
	T
	11
	A


Table 2 - Nucleotides in DNA
From the standpoint of computer science DNA sequences can be viewed as long strings of symbols in a four-letter alphabet. For optimum efficiency each symbol can be encoded with two bits. Each byte can then encode four nucleotides.

The bases are connected as shown in Figure 1. A C in one strand is always connected to a G in the opposing strand. Similarly A and T bases are always linked. This implies that each double helix has the same amount of A and T, and the same amount of C and G. Conventionally each base is said to be the complement of its opposite number.
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Figure 1 - The structure of DNA

The asymmetric shape and linkage of nucleotides means that a DNA strand always has a well defined directionality. For chemical reasons the asymmetric ends of each strand are referred to as the 5' (pronounced “five prime”) and 3' (pronounced “three prime”) ends. Both DNA workers and cell machinery read nucleotide sequences in the 5' to 3' direction.

1.3 The genetic code

Roughly speaking each gene is linked to the production of a certain protein. Each protein is built from a number of amino acids assembled in a certain order. This information, in turn, is encoded in the nucleotide strings of the chromosomes. While the specifics of the encoding are not vitally important for the project at hand the author feels justified in thinking that the following sketch will aid the reader in understanding the difference between coding and non-coding DNA.

There are twenty amino acids involved in the formation of proteins. Since the genetic alphabet has four letters researchers surmised that a three letter code would be needed to encode all possibilities. Experiments confirmed that most three letter sequences of nucleotides are linked to the production of a particular amino acid. A three letter code in an alphabet of size 4 allows for 43 = 64 possible codons. Most of the 64 codons map to one of the 20 amino acids. Three of them, however, perform the function of marking the place where the transcription is terminated. Those are called stop codons.

The genetic code used in human cells is, with minor exceptions, common to every known species. Each of the 20 amino acids in the standard genetic code has a three letter abbreviation as shown in Table 3.

	The genetic code

	First base
	Second base
	Third base

	
	T
	C
	A
	G
	

	T
	Phe
Phe
Leu
Leu
	Ser
Ser

Ser

Ser
	Tyr

Tyr

STOP

STOP
	Cys

Cys

STOP

Trp
	T
C
A
G

	C
	Leu

Leu

Leu

Leu
	Pro

Pro

Pro

Pro
	His

His

Gln

Gln
	Arg

Arg

Arg

Arg
	T
C
A
G

	A
	Ile

Ile

Ile

Met
	Thr

Thr

Thr

Thr
	Asn

Asn

Lys

Lys
	Ser

Ser

Arg

Arg
	T
C
A
G

	G
	Val

Val

Val

Val
	Ala

Ala

Ala

Ala
	Asp

Asp

Glu
Glu
	Gly

Gly

Gly

Gly
	T
C
A
G


Table 3 - The genetic code
As the table shows there is a lot of redundancy in the code. In particular the third letter of a codon can often vary without changing the amino acid produced.

1.4 The human genome and its sequencing

The human genome consists of 22 autosomal chromosomes, the X chromosome, the Y chromosome and the mitochondria, which will not further concern us here. A normal individual has a pair of each of the autosomal chromosomes. In addition a male individual has one X chromosome and one Y chromosome. A female individual has two X chromosomes and no Y chromosome. Most deviations from this pattern result in nonviable foetuses. Exceptions include individuals with one extra copy of chromosome 21 (Down’s syndrome) and infertile females with only one copy of the X chromosome (Turner’s syndrome). Such genomic anomalies will not concern us here.
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Figure 2 - The human genome

The autosomes are conventionally numbered from 1 to 22, approximately in order of decreasing length. For the purposes of bioinformatics the X chromosome is sometimes referred to as chromosome 23 and the Y chromosome as chromosome 24.

	Chromosome length

	Chromosome
	Length (bp)
	Chromosome
	Length (bp)

	1
	245,522,847
	13
	114,142,980

	2
	243,018,229
	14
	106,368,585

	3
	199,505,740
	15
	100,338,915

	4
	191,411,218
	16
	88,827,254

	5
	180,857,866
	17
	78,774,742

	6
	170,975,699
	18
	76,117,153

	7
	158,628,139
	19
	63,811,651

	8
	146,274,826
	20
	62,435,964

	9
	138,429,268
	21
	46,944,323

	10
	135,413,628
	22
	49,554,710

	11
	134,452,384
	X
	154,824,264

	12
	132,449,811
	Y
	57,701,691


Table 4 - Chromosome length

It had long been known that identifying and sequencing the human genome and other genomes would be a significant advance in molecular genetics, facilitating existing types of research and enabling new ones. But the technology to sequence DNA on a large scale without overwhelming cost did not appear on the horizon until the 1980’s. In 1990 the $3 billion Human genome project was founded by the United States Department of Energy and the U.S. National Institute of Health [5]. It was originally expected to take 15 years to complete a draft of the complete human genome but due to advances in technology and international co-operation this goal was achieved in the year 2000 [6]. Since then the draft has been improved with several new releases of increasing accuracy. The most recent release dates from May 2004 and is publicly accessible. It is the version used in the projects described in the current text.

1.5 Polymerase chain reaction

In many applications researchers need to study a relatively small amount of genetic material within a larger whole, such as a genome. Techniques are needed to either accurately detect the specific DNA sequence under study or to selectively amplify it to produce a large number of identical copies. One commonly used technique for the latter method is the polymerase chain reaction (PCR).

In the classical form of PCR the researcher selects two primers according to certain criteria. Each primer binds to a locus in the genome. The distance between the binding sites of the two primers is usually less than 5000 base pairs. This intermediate area contains the DNA which will be amplified in a four step process shown in Figure 3.
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Figure 3 - Polymerase chain reaction
In the first step the DNA is heated to separate it into its component strands. In the second step the two primers bind to their targets on the two strands. In the third step an enzyme called polymerase extends the DNA in the 3’ direction. The two strands can now be recombined and the process starts over again. In each cycle the amount of targeted genetic material is doubled.

The length of a primer is typically about 18-25 nucleotides. In order to ensure that each primer binds only to its intended target the primer should be as unique as possible, containing no repetitions and having a close to equal distribution of the four nucleotides. Certain chemical criteria, having to do with melting temperature, are also important but will not be further addressed here. 

Since a primer can accidentally hybridize on a locus which is different from it in some bases it is clearly advantageous for the researcher to be able to perform approximate string searches in the genome to check for primer specificity. This issue is taken up again in the second chapter of the current text, in the context of CATTAGAT [7].

1.6 Restriction enzymes

A restriction enzyme is an enzyme which cuts double stranded DNA by making one incision at each of its strands. Hundreds of different restriction enzymes are used, each having its own recognition sequence which marks the location where the incisions are made. The recognition sequences are typically between 4 and 12 nucleotides in length. Some restriction enzymes make their incisions within their recognition sequence while others perform them a few bases away. Some enzymes cut both strands at the same location, producing a blunt end, while others make an uneven cut, leaving a sticky end, important in some applications.
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Figure 4 - Sample restriction enzyme incisions

Since recognition sequences for restriction enzymes are short and the genetic material contains an abundance of different combinations of nucleotides it is clear that purely by chance we can expect a given restriction enzyme to make a number of incisions in any long sequence of DNA. For purposes of calculation we can assume that the genome is essentially random. We see, then, that a particular recognition sequence of length a can be expected to occur once every (1/4)a  bases. For a sequence of length 5, for example, one can expect an incision once every 1024 bases or around 3 million incisions in the human genome.

1.7 Noncoding DNA, mobile elements and SINEs

In the early days of genome research it was assumed that most or all of the genomic material contained important information, i.e. genes. But as the sequencing of the human genome progressed it gradually became clear that large portions of the genome do not represent gene sequences. In fact, only about 3% of the genome consists of genes. The rest is referred to as noncoding DNA or colloquially as ‘junk’ DNA. Since recent research [8,9] has established functionality for some sequences previously thought useless the junk label has become something of a misnomer and should be used carefully.

But while some of the non-gene part of the genome clearly plays a useful role much of it is likely to be in fact redundant. In a recent experiment [10] a significant chunk of noncoding DNA was removed from the mouse genome. This produced perfectly good mice.

Some noncoding DNA sequences appear similar to viral genomes and may be the remnants of viral attacks. Other noncoding sequences closely resemble the structure of genes but do not really code for a gene product. These are called pseudogenes and are thought to be the result of old genes which have become defunct through evolution. The gene product may have become useless through a change in the species‘ environment and then there would be no evolutionary pressure against mutations deactivating the gene. In cases where the gene product has actually become harmful there would in fact be evolutionary pressure in favor of mutations deactivating the gene.

Much of the noncoding DNA occurs not once but repeatedly throughout the genome. Those are classified as SINEs (Short Interspersed Elements) and LINEs (Long Interspersed Elements). SINEs are defined as being 500 base pairs or shorter. The most prevalent SINEs in the human genome are the Alu repeats.

1.8 An introduction to Alu sequences

The Alu repeats are so named because they usually contain a target for the restriction enzyme Alu1 but this need not concern us here. The full Alu sequence is approximately 300 base pairs long and occurs in several varieties more than a million times throughout the human genome. This means that more than 300 million base pairs are devoted to the Alu sequence, or approximately 10% of the total weight of the human genome. The sequences are, however, not uniformly distributed throughout the human genome - rather they accumulate in gene-rich regions. The Alu repeats appear to be largely useless and harmless. Their mutation rate seems to show that they are not under evolutionary pressure to remain consistent.

1.9 Origin and evolutionary distribution of Alu sequences

The Alu sequence has its origins in a gene known as 7SL RNA, which forms a part of the ribosome complex. Mutations occurring approximately 65 million years ago caused it to run amok across the genome. The mutated gene initially duplicated and then continued to amplify and produce new insertions through generations of primates. Such duplication and expansion of a SINE family is known to have occurred in various genomes throughout evolutionary history but the Alu sequence is by far the largest example in the human genome.

The majority of Alu insertions are shared by all primates. A few young subfamilies are shared by humans, chimpanzees and gorillas. A very few are unique to humans and some of those are dimorphic for the presence or absence of the insertion, making the loci in question a useful source of genomic polymorphism.

De novo Alu insertions are still occurring but their rate has greatly decreased since the divergence of humans and African apes 50 million years ago. At that time there was approximately one new insertion for each birth but now one can expect a new insertion around once every 200 births.

1.10 Structure of Alu sequences

While we can view most of the 300 bp long Alu sequence as an arbitrary sequence, a cursory look at its structure seems worthwhile. The sequence is largely bipartite, i.e. its right half (the 3‘ end) is to a large extent a repetition of its left half (the 5‘ end). The right half, however, contains an additional insertion 31 base pairs in length. Both halfs end with an A-rich tail - a sequence of A bases sporadically interspersed with other nucleotides. The tail of the 3‘ end is of a very variable length, ranging from a few base pairs to a few dozen base pairs. It is thought to be critical to the mobility of the sequence [11].

1.11 CpG dinucleotides

For maximum information density one would expect that each of the four nucleotides of the DNA alphabet occurs about as often in the genome. This, however, is not quite true. In fact the genome-wide average content of the bases G and C is not 50% but something close to 41%. A further complication is that some dinucleotides occur less frequently than others. In particular the CpG dinucleotide (i.e. neighboring cytosine and guanine bases on the same DNA strand in the 5‘-3‘ direction; ´p´ denoting a phosphorous bond) is much rarer than one would expect by chance. By a chemical process known as methylation a CpG dinucleotide can easily mutate into a TpG dinucleotide or a CpA dinucleotide. The rate of mutation of CpG dinucleotides is around ten times higher than that of other dinucleotides. 

CpG dinucleotides are not evenly distributed throughout the genome and it is estimated that one-third of all human CpG dinucleotides are found in the Alu sequences. [3]. The consequences of this for the project at hand are examined in Section 3.3.

2. Approximate string search in the human genome

Searching for a string of nucleotides in the human genome may be done in a variety of applications. In the present project the aim is to simulate a PCR-hybridization experiment. We are thus interested in finding the locations in the human genome where a given primer, or primer pair, is likely to hybridize. An efficient and precise system for this purpose, CATTAGAT, has been under development by the author and his associates since May 2004. The current version is available for use by the general public in a web interface at http://genome.cs.hi.is/cattagat. A console interface and a batch version are also available from the same website. The present description of the design and structure of CATTAGAT draws heavily on an application note by the author and his associates [7].

We are currently only concerned with the human genome but in principle the same methodology could be applied to any sequenced genome and the program could be adapted with minor changes. The code (written in C and PHP) is available at the website listed above under the terms of the GNU General Public License [12].

2.1 Design criteria and input parameters of CATTAGAT

Based on empirical tests by BioCule [13] and some existing literature [14, 15] three criteria were developed for determining where a given primer is likely to hybridize.

A. Since hybridization at the end of the primer is critical for primer extension the last suff bases of the primer must match exactly with the candidate area of the genome. A value of 4 appears reasonable for suff. A more nuanced approach would be to assign a coefficient of importance to each letter of the search string. The last bases would be most important and then the importance might gradually trail off as we leave the 3’ end. This approach might offer some advantages but since it does not seem to lend itself to an efficient implementation it has not been implemented in the current system.

B. At most dist changes can separate the primer and the matched area. A change can correspond to an insertion of a new base into the string, a deletion of a base from the string or the replacement of a base within the string. The value of dist depends, among other factors, on the length of the primer. 

As mentioned in Section 1.5 a primer can hybridize on a locus which is not identical to its intended target. The question is what level of sequence similarity is enough for hybridization to take place. Recent research on 50 mer targets [14] shows that homology above 75% can result in hybridization. Tests conducted by BioCule [13] indicate that for smaller primers greater homology may be required. We have provisionally allowed for an edit distance of 4 for a probe of length 28, where hybridization on many targets is the intended effect, as described in Section 3.1.

A more nuanced approach might not assign an equal value to all changes. A change from A to T might, for example, be less harmful for hybridization than a change from A to C and an insertion or a deletion might be more harmful than a simple replacement. Again we have sacrificed nuance for efficiency by assigning equal value to all changes.

C. At most adj consecutive changes are allowed. Our empirical tests suggest that consecutive mismatches are significantly more deleterious to primer hybridization than disjoint mismatches. We have been working with a value of 2 for adj.

Note that this last criterion differs from the usual BLAST-implementation [16] which has a large penalty for opening a gap and a small one for extending it. Another important difference from BLAST is that our method is designed for shorter query strings. Unlike BLAST we cannot assume the existence of a contiguous area of 11 bases identical in the search primer and the match. While this seemed at the start of the project like it would be an important criterion it has proved to be a signficant factor in only very few cases. It might have been of more advantage to pay closer attention to nuance in some other aspect. At any rate the user is free to ignore the adj parameter if it seems unimportant or likely to prohibitively slow down the search.

Our program accepts suff, dist and adj, within reasonable limits, as parameters from the user. To perform an exact search dist is simply set to 0. Since finding an exact match for the tail is an important part of the implementation the suff parameter can not be set to a value lower than 4.

The classical form of PCR uses two primers to amplify a sequence of length 100-1000 base pairs. Our service supports doing this in silico. The two primers can have different values of suff, dist and adj as described above. In addition the user must specify rad, the maximum number of bases between the two primers. The default value of 1500 is the one used in the Alu primer project.

2.2 Structure of CATTAGAT

Dynamic programming algorithms for computing the edit distance between two strings are well known. Our additional criterion of a maximum number of consecutive mismatches requires an extension to the usual approach. A dimension representing this constraint is added to the edit distance matrix. Since this slows down an algorithm which is already expensive we would like to avoid this processing as much as possible. Efficient methods are needed to pick out possible strings for the dynamic programming routine to process. This can be done by quickly disqualifying obvious mismatches. But first we need to look at the encoding of the data.

An important efficiency issue is the need to store the whole genome in the main memory of the server running the program. This is facilitated by compressing the input string. Given that the DNA alphabet only has four different characters, each one can be encoded with two bits. This admittedly does not allow for the case of unknown bases, typically represented by an N. For our purposes, however, it is safe to encode N by the same bit pair as A. This compression method allows us to fit the whole human genome of 3.2 billion bases in approximately 800 megabytes of memory, well within the limits of presently affordable equipment.

This choice of encoding also affects the efficiency of the dynamic programming algorithm. Since it depends on viewing each character of the string independently the retrieval time is increased. However, new opportunities arise for algorithms specifically designed to take advantage of the bit-coding. We proceed as follows.

First we make use of the previously established criterion that the last suff bases must match exactly. By performing an efficient exact search for these bases we can significantly narrow down the search area. Assuming suff = 4 we create a 2 byte look-up table containing all 8 base-sequences. The table encodes any locations of the 4 base suffix we are searching for within those 8 bases. Stepping through the genome, viewing two bytes at a time, we can search efficiently for the desired sequence.

Next we introduce two fast conservatively approximate matching filters to weed out those sites which are far from matching the primer. Together they filter out more than 95% of unacceptable candidates. This is accomplished by using a 16 bit snippet of the input string at a time as an index into tables storing the edit distance to the primer. The first filter compares the snippet to the corresponding location within the primer and quickly disqualifies unacceptable candidates.

The second filter provides a lower bound of the total edit distance by adding the lowest possible edit distance from each snippet to any location within the primer. If the lower bound exceeds dist then the candidate primer is disqualified. A similar approach was suggested in [17].
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Figure 5 - Structure of CATTAGAT service

The next sieve consists of a bit-parallel algorithm due to Myers [18]. This efficient method is based on the observation that the dynamic programming involved in aligning two strings can be computed in whole columns at a time, with entries differing at most by a unit between columns.

For most reasonable searches the Myers algorithm will quickly eliminate all but a handful of possible matches. The few remaining candidates can then be processed by the full dynamic programming algorithm in a reasonable amount of time.

A separate process runs a DNA server which the web server contacts to convert the numerical search results it receives from the main CATTAGAT process into a string of nucleotides.

2.3 Implementation sketch of CATTAGAT

This section summarizes some of the low-level implementation details of CATTAGAT by showing the complete process from startup of the program through the processing of a request. For more details the reader is referred to the code itself, which is freely available.

As the program is started the chromosome data is prepared for use and signal handlers start listening for requests on the appropriate ports. A result queue is also initialized  before the main client loop is entered.

As the user makes a request via the web interface, written in PHP, the signal handler notifies the request interpreter. The interpreter classifies the request based on type, i.e. whether to search for one primer or two. The primers are extracted and appropriate search structures formed. The filter tables are calculated at this point.

If the user has opted to perform a two primer search certain criteria are used to decide which primer should be searched for first. The idea being to minimize the work needed the primer with the smaller adj is preferred. In the event of equal adj parameters the primer with the larger suff is preferred. If an exact search should be performed for either primer the longer one is selected.

Now we can loop through all the chromosome data with the appropriate search routines. One routine is used to find an exact match and another to find an approximate match. The exact search relies on an efficient look-up table which makes use of the bit encoding.
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Figure 6 - CATTAGAT flow chart

The approximate search occurs in several steps. To begin with we use a simple exact search to find occurrences of the primer suffix in the genome. Next the matches are sent to the two filters described above. The Myers bit algorithm is performed for any surviving matches. If the user has selected a value for adj the surviving matches are then sent to the expensive dynamic programming routine. Fortunately the great majority of possible matches will have been filtered out already.

If we are searching for a single primer the results can be printed out (in the console interface) or sent to a database buffer (in the web interface) as we go along. If we are searching for a primer pair, each match for the first primer will result in a search for the second one within rad base pairs in the appropriate direction.

If we are using the web interface the contents of the database buffer are sent to the MySQL database after each chromosome is completed. This enables the user to keep track of the query’s progress via a status bar in the interface.
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Figure 7 - CATTAGAT progress bar

Old requests and results are logged for some time so a user can quickly access the results of a previous search, in which case the database is immediately contacted without the need for new processing.

In order to verify the correctness of CATTAGAT’s results two separate verification programs were written and used on a number of test cases. One made sure that there were no false positives by independently confirming that each result delivered by CATTAGAT was indeed valid. The other was a provably correct implementation of dynamic programming which made sure that there were no false negatives.

2.4 Using CATTAGAT

A web server running the current version of CATTAGAT can be publicly accessed at http://genome.cs.hi.is/cattagat. The service does not require a login name but it does identify users by their IP address. A user wanting to perform a new query will access the interface as shown in Figure 8.

[image: image8.png]New search

Primer &

Max.
mismatches

Suffix length

Max.
consecutive
mismatches

Seareh for prime

Suffix length

Max.
consecutive
mismatches

Max. ength of
fragment

[En—
)

[En—

i~
fiite_ v
[1so0

Search for primers Aand B




Figure 8 - ‘New search’ menu in CATTAGAT

When query parameters have been selected the user will see a status bar while the request is being processed. Most ordinary queries are completed in less than 20 seconds and even exceptionally difficult ones usually take less than a minute. When the query is completed the user sees a display of the results in the genome as shown in Figure 9.
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Figure 9 - Results of a CATTAGAT query

The red stripes indicate locations where the search string has been found in the genome. A stripe in the upper half of a chromosome bar indicates a match in the 5’ to 3’ direction and a match in the lower half indicates a match in the other direction.  The user can click on any part of the image for more details about individual matches. In Figure 10 the user has opted to examine the results in chromosome 15.
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Figure 10 - CATTAGAT matches in a specific area

The ‘user’ has the option of retrieving the matching DNA sequences in the standard FASTA format. We also provide a link to the match locations in the UCSC Genome Browser.

Since queries and their results are stored in our database for a short period of time the user can review the results of old queries made from the same IP address.
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Figure 11 - ‘Previous searches’ menu in CATTAGAT 

The old query is selected from a drop-down menu as shown in Figure 11 and the archived results are immediately displayed.

2.5 Batch processing

In many practical applications the researcher would like to review a batch of primers at a time, for example to quickly weed out primers with very many matches. As a supplement to CATTAGAT we have developed an efficient method for this sort of multiple primer search. 

All input primers are sorted into buckets by their suffix. All primers with an identical four-base tail are put into the same bucket. As the genome is scanned sequentially all primers having matching suffixes can be checked for a match at the same time. This is much more cache-efficient than scanning for a single primer at a time. In other respects the design is essentially the same as that of CATTAGAT. However, the dynamic programming stage where the number of adjacent mismatches is calculated has been omitted for efficiency reasons. The intended use of the program is preliminary screening where such nuanced behavior is unlikely to be essential.

The routine can process up to 8000 primers in one run, taking a few hours. During construction of the probes described in Chapter 3 we successfully searched for 570,000 32-mers concurrently on 22 ordinary desktop computers in about 18 hours. This was carried out under the assumption that a 32-mer can be disqualified from further similarity searching if it is found more than 5 times in the genome. In this experiment, the average search time was about 2.5 seconds per primer.

Due to the large resource consumption of this processing it is not currently provided via a web interface. Instead the program is run locally via a console interface. Also included is a distributor to parallelize the process.

The code is freely available and included in the CATTAGAT package.

3. Designing probes, an Alu primer and a restriction enzyme

This chapter describes the process of designing probes for certain target areas in the human genome. Those areas are delimited by the likely binding sites of an Alu based primer and a restriction enzyme with a short recognition sequence. The probes produced will be inserted on a microarray chip which can contain more than 100,000 probes. The chip will then be used in a PCR hybridization experiment where, subject to the quality of the probes, the presence or absence of the probe areas can be detected. 

Initially a genome-wide search is used to find likely primer binding sites, in silico. Then certain criteria are applied to extract up to three 70-mer probes from each relevant area. In particular the probes should not contain repeated sequences, long stretches of a single nucleotide or too high or too low a percentage of G and C. The most resource intensive part of the process was a specificity search for component parts of candidate probes in the human genome. An exact search for all relevant 21-mers was followed by an approximate search for relevant 32-mers, using the CATTAGAT batch processing described in Section 2.5.

3.1 Design of Alu primer

BioCule is interested in developing a primer for use in comparative hybridization. Since the Alu sequence occurs so frequently in the human genome it is an excellent candidate for such a primer. The end of the Alu sequence is most suitable for such use. The mutations dividing the Alu sequence into subfamilies are not typically found at the end of the sequence. Most of the large Alu subfamilies, with the notable exception of the old Alu J subfamily, agree on the last 30 or so bases.

The repetitive 3’ end primer sequence must be removed in order to prevent reannealing of different sequences. This is done by inserting an A base into the end of the Alu consensus sequence, as shown in Table 5. This base completes the recognition site for the restriction enzyme BbsI. The enzyme makes its incisions a few bases to the right of its recognition sequence, which is the desired behaviour here in order to cut out the Alu sequence but leave the Alu flanking sequence intact. The recognition sequence is marked with green in Table 5.

	End of the Alu sequence

	Alu J subfamily
	GGGCGACAGAGCGA-GACCCTGTCTCA

	Most subfamilies
	GGGCGACAGAGCGA-GACTCCGTCTCA

	Primer
	GGGCGACAGAGCGAAGACTCCGTCTCA


Table 5 - End of the Alu sequence

Since the primer is compatible with most of the large Alu subfamilies it can be expected to hybridize to a very large number of loci. This is indeed the case as demonstrated in the following sections.

Another restriction enzyme, BstYI, is introduced to delimit the target area, as shown in Figure 12. Its recognition sequence is RGATCY where R stands for either A or G and Y stands for either C or T. This sequence can be expected to occur by chance in the genome once every 22*44 = 1024 bases. The initial criteria given to the author by BioCule [13] is that no more than 1500 bases should separate the Alu primer and the restriction site.
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Figure 12 - Target area for probe design

3.2 Design criteria for relevant areas in the genome

The probe design process starts with identifying places in the human genome where the Alu primer can be expected to hybridize. The established criteria are as described in Section 2.1 with suff = 4, dist = 4 and adj = 2. This was established from an examination of the hybridization patterns of 120 Alu sequence instances [13].

As mentioned before, a space of 1500 base pairs is allowed between the end of the Alu primer and the start of the restriction enzyme.

3.3 Using approximate string search to find matching areas

While CATTAGAT was developed alongside this project it was not completely suited to performing the actual search. The biggest problem is that CATTAGAT does not currently accept wildcard parameters, such as the R and Y in the BstYI restriction enzyme. While an early version of the probe design process used four CATTAGAT runs - one for each restriction enzyme version - a switch was later made to a specially crafted program, optimized for correctness rather than speed.

From now on the discussion gets more specific as reference will be made to individual constituent programs of the probe design process. While the code is largely specific to the current project substantial parts of it could be reused in another probe design application.

	Extraction of Alu flanking sequences

	Command
	Effect

	./rev4 GGGCGACAGAGCGAAGACTCCGTCTCA chr1.fa ... chr22.fa chrX.fa chrY.fa > alu.rev4.out
	Use rev4 to get the basic information

	./filter_and_multisort < alu.rev4.out > alumaster
	Sort Alu matches by location within the genome

	./add_dna < alumaster > alumaster.dna
	Add case-sensitive base pairs from .fa files


Table 6 - Extraction of Alu flanking sequences

In Table 6 the first steps of the process are shown. The program rev4 extracts the location of Alu sequences with a matching restriction site. The helper programs filter_and_multisort and add_dna sort the matches and add the relevant DNA sequences to the file. The results are piped into alumaster.dna which has the format shown in Table 7.

	Format of alumaster.dna

	Index
	Chromosome
	Direction
	Start
	End
	ED
	Sequence

	1 
	1
	+
	21550
	22057
	4
	aggctgggcgacagagagagaccctgtctcagaaaaaaaaaaaaaaGTACTTTGTAATCTGTAAGGTTTATTTCAACACACACAAAAAAAGTGTATATGCTCCACGATGCCTGTGAATATACACACACACCACATCATATACCAAGCCTGGCTGTGTCTTCTCACAAATGCACTGCTAGGCACCACCCCCAGTTCTAGAATCACACCAGCCAGTTCACCCTCCAGATGGTTCACCCTCAACTTCATAAAAGTTCCCTACCTAATCTACTGACAGGCTCATCCCCGACCTAATTTTAAAGATTTCCTAGGAGCTGCAGTGGGAATCCTGGACCTCAGCCTGGACAAAGAACAGCTGCAGGTCATTCTCATGTGTGGACACAGAAGCTCTGCCTGCCTTTGCTGGCCAGCTGGGCTGAGCGGGCCTGGGAATTAAGGCTGCAGGGTTGGTCCCAGGCAGTCTTGCTGAAGCTTGCCACATCCCCCAGCCTCCTGGATTTGCCAGGATCC


Table 7 - Format of alumaster.dna
The Alu sequences are given a sequential index by their location in the genome. Information on the location in terms of chromosome number and position within that chromosome is also maintained. The direction field indicates which strand of the DNA the sequence is found on and the distance field keeps track of the edit distance between the Alu primer and the locus in the genome. 

Most importantly the DNA field contains the sequence between the Alu tail (blue in Table 7) and the restriction enzyme recognition sequence (red in Table 7). The conventional encoding of the chromosome files uses lower case letters for sequences known to be repeated. In this case the tail of the Alu sequence and the A-rich tail following it are rendered with lower case letters but the rest of the match, up to the restriction site is in upper case letters. This does not mean that it is necessarily coding DNA or even that it does not include some repeat sequences.

The Alu primer contains three CG dinucleotides (described in Section 1.11) which are highly mutable. Methylation of these locations accounts for the great majority of changes from the Alu consensus sequence to individual Alu sequences. The 20 randomly selected examples in Figure 13 are illustrative of this.
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Figure 13 - Mutations in 20 randomly selected Alu ends

The topmost entry in Figure 13 shows the relevant part of the Alu consensus sequence. The other Alu ends shown in the figure are drawn from the pool in alumaster.dna, explaining the lack of mutation in the four last bases. Several other bases also happen to be preserved in all the sample sequences. It is readily apparent that while mutations can occur anywhere in the sequence the CG dinucleotides are by far the most variable locations.

The alumaster.dna file contains  200,125 matches. The objective is to make probes out of as many of those as possible. Since the odds of finding restriction sites are essentially the same (1/1024 per base) throughout the genome the length distribution of the flanking sequences can be expected to resemble an exponentially decreasing function. This is indeed the case as seen in Figure 14.
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Figure 14 - Length distribution of Alu flanking sequences (groups of 100)

The flanking sequences should essentially be a random sample from the whole genome. In order to verify this the author has written a program to perform a simple statistical analysis of the areas. The results are in Table 8. Alu flanking sequences which we can suggest probes for have a separate column.

	Simple statistical analysis of sequence contents

	Type of content
	Whole genome
	Alu flanking sequences
	Probeable Alu flanking sequences 

	Non-repeat sequences
	51.4%
	47.2%
	60.2%

	A
	29.5%
	29.3%
	29.2%

	C
	20.8%
	20.7%
	20.8%

	G
	20.8%
	20.7%
	20.8%

	T
	29.6%
	29.4%
	29.2%


Table 8 - Simple statistical analysis of sequence contents

It is apparent that the distribution of nucleotides is closely similar in the flanking sequences and the genome as a whole. The percentage of non-repeat sequences is slightly lower in the flanking sequences than in the genome but the difference is so small that no conclusions can be drawn. Much more noticeable is the difference between the Alu flanking sequences as a whole and the ones which we can suggest probes for. The latter contain significantly less repeated material. This is consistent with the probe generation criteria and process as described in the following sections. 

3.4 Design criteria for probes

The following criteria were developed for designing probes.

A. Each probe should be made from a sequence of exactly 70 base pairs from one of the target areas (Alu flanking sequences).

B. No more than 35% and no less than 65% of the nucleotides in a probe can consist of G and C.

C. A probe should not contain more than 6 G’s or 6 C’s in a row.

D. A probe should not contain more than 4 A’s or 4 T’s in a row.

E. A probe should not contain DNA marked as repeated (lower case in the .fa files).

F. A probe should not contain a contiguous sequence of 21 base pairs that occurs more than once in the genome.

The above criteria are based on [19]. In the current implementation an additional filter is added at the end as described in Section 3.7.

3.5 Preliminary processing

In Table 9 the next steps in the probe creation process can be seen.

	Preliminary processing

	Command
	Effect

	./simple_criteria < alumaster.dna > survivors.dna
	Exclude matches where it is impossible to create a single probe.

	./lc_shortseq < survivors.dna > survivors2.dna
	Convert non-repeat sequences shorter than 70 bp to lower case.

	./duplicates < survivors2.dna > survivors3.dna
	Handle the case where a single restriction site occurs more than once.

	./simple_criteria < survivors3.dna > survivors4.dna
	Again eliminate matches where a probe cannot be created.


Table 9 - Preliminary processing

From criteria A to E we can quickly disqualify a number of target areas. Any area that does not include at least one 70 base pair area fulfilling the criteria can be immediately discarded. The program simple_criteria performs this function. Out of the initial 200,125 target areas 121,559 remain after this trimming. At this point some housekeeping operations are performed. All non-repeat sequences which are shorter than 70 base pairs are too short to be relevant. For convenience they are reduced to lower case. We also handle the case where a single restriction site can match with more than one primer, a relatively rare occurrence which was not optimally handled in the original target area extracting program. When those areas have been separated the simple_criteria program is run again, this time reducing the number of viable target areas to 116,908.

3.6 Exact search for 21-mers

At this point criterion F comes into play. We want to check all relevant 21-mer sequences for specificity. Some of the details can be seen in Table 10.

	Exact search pre-processing

	Command
	Effect

	./create_meres < survivors4.dna > meres
	Select all viable upper case sequences of length 21 from the matches.

	awk '{print $3'} meres > naked_meres
	Select only the mers themselves for processing the next few steps.

	./add_compliment < naked_meres > naked_meres2
	Add the reverse-complement of each mer to check for uniqueness.

	sort naked_meres2 > sorted_naked_meres
	Sort the file to prepare for the next step.

	uniq -d sorted_naked_meres > duplicated_meres
	Create a file containing mers with multiple occurrences.

	./mark_duplicate_meres < meres > coded_meres
	Mark these mers so that we don't search for them.

	./prepare_exact < coded_meres > into_exact
	Extract and prepare the mers we want to search for.

	./split_meres < into_exact
	Split this large file into smaller ones containing 500,000 mers each.


Table 10 - Exact search pre-processing

To start with all 21-mers forming a part of a contiguous 70 base pairs long non-repeated sequence are selected. Each of those is reversed and complemented (as per Section 1.2) in order to search for matches on both DNA strands. The resulting file is then checked for internal uniqueness and the duplicates are discarded.

Ultimately we are left with 43,678,000 21-mers to search for. This is done with a genomic search program specially written for the task by Magnús M. Halldórsson using the Aho-Corasick algorithm. Since the program only accepts around 500,000 sequences at a time it was necessary to split up the original file into several smaller ones. Once the program has been run on each of those they are sorted and combined again into one file as shown in Table 11. Total processing time was approximately 24 hours, using a single machine.

	Exact search and post-processing

	Command
	Effect

	exact input_1 chr1.arr ... chrY.arr > output_1 2> stderr_messages
	Perform a genome-wide exact search for the first file. Save any error messages.

	for a in $(seq 2 88); do exact input_$a chr1.arr ... chrY.arr > output_$a 2>> stderr_messages; done
	Do the same for the rest.

	for a in $(seq 1 88); do sort -n output_$a > sorted_output_$a; done
	Sort each output file.

	cat sorted_output_{1,2,3,4,5,6,7,8,9,10,11,12,13,14,15,16,17,18,19,20,21,22,23,24,25,26,27,28,29,30,31,32,33,34,35,36,37,38,39,40,41,42,43,44,45,46,47,48,49,50,51,52,53,54,55,56,57,58,59,60,61,62,63,64,65,66,67,68,69,70,71,72,73,74,75,76,77,78,79,80,81,82,83,84,85,86,87,88} | ./handle_sorted_output > search_results
	Sum up the matches for a primer and its complement and combine all output into one file.

	./merge_mere_files < search_results > coded_meres2
	Combine information obtained from the exact search with previous info.


Table 11 - Exact search and post-processing

3.7 Approximate search for 32-meres

Now we have obtained all the necessary information to create probe candidates consistent with critera F as established in Section 3.4. The program suggest_probes goes through the remaining target areas and proposes 70 bp long probes that do not contain any 21 bp sequences which occur more than once in the genome. The goal is to generate as many probes as possible for each area, up to a maximum of 3. Since probe candidates can still be disqualified we generate up to 10 candidates in this stage so we have some to spare. A design decision was made to allow an overlap of up to 50% between probe candidates from the same target area.

We would like to use overlapping probes only as a last resort. To further this goal the candidates are rearranged so that the first ones tried will not overlap unless necessary. Then the first three (or fewer) candidates for each area are extracted and prepared for the last steps in the filtering process.

In the next step the batch version of CATTAGAT is used to disqualify probes with two or more approximate matches in the human genome. A technical limitation arising from our implementation of the Myers bit algorithm on a 32-bit processor limits the input length of strings in CATTAGAT to 32. This means that we cannot search directly for an approximate match with the 70 bp long probe candidates. A good alternative would be to search individually for each 32 bp part of each probe, similar to the procedure in the exact search, but due to the much greater expense of approximate searching this would be prohibitively expensive.

Instead we opt to split each probe into two 32 bp long sequences which we perform an approximate search for and a 6 bp long sequence which is ignored. The approximate search is performed with an edit distance of 5. If either sequence of a probe is found more often than once in the genome the probe should not be used. The commands up to this point are shown in Table 12.

	Generation of probe candidates

	Command
	Effect

	./suggest_probes < coded_meres2 > probe_suggestions
	Use the attained information to suggest up to 10 probes per match.

	./order_and_index_probes < probe_suggestions > probe_suggestions2
	Index probes and order them to reduce overlap.

	./probe_dna probe_suggestions2 < survivors4.dna > probe_suggestions.dna
	Add DNA information to the probe suggestions.

	./first_run < probe_suggestions.dna > first_probes
	First batch of probes to try is created.

	./prepare_for_multi < first_probes > first_primers
	Extract two 32-meres from each probe.


Table 12 - Generation of probe candidates

The file containing the first batch of probe sections which we want to search for has 566,190 entries. Due to the high resource consumption of approximate searching it was necessary to parallelize this processing for it to terminate in a reasonable time. Using 22 ordinary desktop computers the search took less than a week.

Out of the 283,095 probe candidates tested 66,158 were disqualified. A further 86,584 probes were disqualified at this point by criterion B. This was a design flaw on the author’s part since it would have been more efficient to disqualify probes based on this simple criterion before the expensive approximate search was launched. At any rate 160,938 probes fulfil all the established criteria. At this point new probe candidates are extracted for those areas where we have neither exhausted our supply of candidates nor obtained 3 acceptable probes. These are again filtered through the approximate search to obtain 42,233 new acceptable probes. At this point further iteration will yield at most 20,000 new probes and since a sufficient amount has already been obtained no further processing is done.

4. Conclusions and future work

The aims of this master’s project was to create a program for efficient approximate search in the human genome and to produce a set of probes for use in a microarray experiment. Both of those goals have now been realized.

What is unclear as of this writing is the quality of the probes produced with the methodology described in this text. In particular it remains to be seen if an approximate specificity search is a useful tool for producing high-quality probes. It is possible that to get benefits from the approach it is desirable to use it more extensively, e.g. to search for more than two 32 mers for each probe. Alternatively the program could be ported to a processor which has a higher word size, allowing for the processing of longer mers.

There are many opportunities for future work extending this project. CATTAGAT could be generalized to handle other genomes than the human one without the need to rewrite or recompile code. It could also be extended to support more nuanced behavior, such as wildcard characters. The probe design process could be generalized and streamlined to be able to handle general probe design tasks. It could potentially be combined with other programs that take more sophisticated chemical criteria into account. Ultimately it could form a part of a suite of programs that supports the researcher throughout a research project where microarray chips are used.
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